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Abstract— This report will explore the integration of com-
puter vision with robot kinematics. Utilizing these concepts with
the OpenX-Manipulator robot, the focus will be on accurately
locating, picking up, and sorting colored balls.

I. INTRODUCTION

The primary motivation behind this lab was to compile
and utilize all of the skills the team acquired through the
previous labs. This was executed through the creation of
a fully automated sorting system that both identified and
located plastic balls and moved them to locations based on
their color. This lab introduced the concept of camera setup
and both intrinsic and extrinsic calibration, as well as color
identification and moving to locations based on the camera
output.

II. METHODOLOGY

A. Derivation of position FK and IK: FK

1. Assign reference frames

Fig. 1. Reference Frame Diagram from Lab 2.

2. Determine DH parameters

Fig. 2. DH Parameter Table from Lab 2.

3. Convert to intermediate transformation frames
(Lab2Step2.joints2fk())

Fig. 3. Intermediate Transformation Matrices from Lab 2 returned by joints2fk
(recalculated symbolically to correct errors from lab 2).

4. Sum the intermediate transformation frames to
get the Base to End Effector Transformation Frame. (
Lab2Step2.BaseToTipT())
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B. Derivation of position FK and IK: IK

1. Find theta 1 and rotate into XY plane

Fig. 4. Christopher Hunt’s improved IK calculations work (page 1 of 2).

2. Solve Theta 2, 3 and 4 in the new plane



Fig. 5. Christopher Hunt’s improved IK calculations work (page 2 of 2).

C. Derivation of Velocity FK and IK

1) Derivation of velocity FK and IK:
(a) Calculate Jacobian symbolically.
(b) Perform FK symbolically with inputs of ΘN (t).
(c) Take t partial derivative of the Position vector of

the Symbolic T0ee.
(d) Factor out the dθ

dt ’s to get Jp. Extract the 3rd
column of each Rotation matrix from the symbolic
intermediate transformation matrices that were cal-
culated as part of the symbolic FK and arrange them
sequentially to form Jw.

(e) Save J = [Jp; Jw] to a .mat file.
2) FK

a) Load J.mat file.
b) Substitute in joint positions to the symbolic func-

tion to get numeric Jacobian.
c) Multiply numeric jacobian by the joint velocities.

3) IK
a) Load J.mat file.
b) Substitute in joint positions to the symbolic func-

tion to get numeric Jacobian.
c) Take the inverse of the numeric Jacobian.
d) Multiply numeric jacobian by task space end ef-

fector velocities.

D. Class Architecture Diagram:

E. Robot.m Class:

F. Model.m Class:

G. Lab2Step2 Class:

H. Camera.m Class:

I. Step 1: Camera Intrinsic Calibration

For the intrinsic calibration of the camera we used the
camera calibration app from Matlab and took around 60
images to get a mean of 0.53 which in the acceptable range
then we could choose to export the calibration results to as
camera export camera parameter as a temporary variable in

Fig. 6. Entire Class Architecture Diagram.

Fig. 7. Robot class properties and methods.

Fig. 8. Model class properties and methods.



Fig. 9. Lab2Step2 properties and methods.

Fig. 10. Camera Class properties and methods.

MATLABS workspace or generate a script that could we could
invoke at a later time. We choose to do the lateral.

J. Step 2: Extrinsic Calibration and Camera Space to Task
Space Conversion

To achieve camera-robot registration, a systematic approach
was adopted for mapping the camera’s image frame to the
robot’s reference frame, enabling precise interaction with
objects within the camera’s field of view. The process began
with the execution of the getCameraPose() function, which cal-
culated the camera’s extrinsic calibration parameters, yielding
a transformation matrix that included both rotation (R) and
translation (p) vectors.

This matrix established the camera’s pose relative to a
predefined checkerboard pattern, serving as the basis for
subsequent transformations. Following this, a position of in-
terest was identified within the image frame using x-y pixel
coordinates, facilitated by the data tips tool. Utilizing Matlab’s

pointsToWorld() function, these coordinates were then trans-
formed into physical dimensions within the checkerboard’s
frame, incorporating both the camera’s intrinsic and extrinsic
calibration parameters.The core of the methodology lay in
deriving a transformation matrix from the robot’s base frame
to the checkerboard’s frame.

This matrix enabled the conversion of the identified position
from the checkerboard frame into the robot’s base frame
coordinates. The composite transformation effectively bridged
the gap between visual data and the robot’s operational space,
allowing for precise object manipulation based on visual input.
After extensive testing, it was determined that the Robot’s
task space was warped. The robot was manually positioned to
the corners of each checkerboard square, and the end effector
position in task space was calculated by reading out the joint
angles and passing those through the forward kinematics. This
gives us test positions in task space that the robot should be
moving to.

Then test input values were determined by pulling out
the image points (x and y position of each checkerboard
corner) from the camera calibration process. These points in
the Camera’s 2D frame were passed through the Lab5Step2()
function (converting from camera space to task space) to get
points in task space that the robot was sent to using IK. The
same process from earlier was then applied to these poses to
determine the position the robot actually went to in task space.

The desired task space positions and those resulting from
the camera-to-task-space conversion were plotted in 3D space
as shown in Figure 01. The X and Y errors (difference between
desired and actual resultant) were plotted with respect to the
desired X and Y positions, to determine if there were any
patterns that could be used to correct some of the errors. As
seen in Figure 2 and Figure 3, there was a negative linear
trend between both X and Y error, and Y position. The errors
were then de-trended to approximate the impact of adjusting
for that trend in the frame conversion.

Additionally, it was noticed that the trend for the X error
appeared to change from negative regression to a constant
offset after the Y position became greater than 50, so this was
then further accounted for in Figure 3’s “newer X error”. The
standard deviation of the first and second levels of accounting
for the X error were added to the plot to demonstrate the
impact of accounting for the change in behavior after Y=50.

The norms of the errors before and after the various adjust-
ments were plotted in Figure 4 to visualize the overall impact
of the various adjustments. Seeing a significant decrease in the
error norm, the adjustments were implemented to the frame
conversion function by adding the various linear regressions
and constants to the function output. Figure 5 Shows the result
of rerunning the frame conversion after the adjustments.

K. Step 3: Object Detection and Classification (image pro-
cessing pipeline)

Through experimentation, we refined the image processing
pipeline with the following steps:

1) Image acquisition



Fig. 11. Plot of the desired result of the frame conversion testing (blue) and
the actual result of the initial iteration of frame conversion (red), with arrows
indicating which points should be the same.

Fig. 12. Plot of desired Y position vs Y error containing both the data before
(red) and after(blue) error correction.

Fig. 13. Plot of desired Y position vs X error containing both the data before
error correction(yellow) after the first adjustment(red), and after the second
adjustment(blue) additionally contains standard deviations as dotted lines.

Fig. 14. Plot of error norm before and after each stage of error correction.

Fig. 15. Plot of the desired result of the frame conversion testing (blue)
and the actual result of the final iteration of the frame conversion (red), with
arrows indicating which points should be the same.

2) Pre-processing
a) Undistorted fisheye lens

3) Segmentation
a) Mask checkerboard
b) Color thresholding

4) Post-processing
a) Median filter
b) Area consideration

5) Data extraction
a) Centroid

The undistortion of the image was achieved through the use
of the MATLAB function undistortFisheyeImage(). Follow-
ing this, a mask was applied to the image in which the
checkerboard was detected and isolated using detectChecker-
boardPoints(), in addition to a rudimentary calculation of the
checkerboard’s extremes.

Next, by utilizing MATLAB’s Image Processing Toolbox,
we were able to determine each of the four color’s respective
thresholds with the Image Color Thresholder app. The purpose
of this threshold was to single out a range of color to allow
only the desired value to remain. We decided to work in the
HSV space rather than RGB due to the extreme fluctuations
that shadows have on RGB pixel values. Hue was, as a result,
the primary factor in distinguishing color.



The colors we were detecting were red, green, orange, and
yellow; black should not be used because of the confusion
the Camera instance would experience when attempting to
differentiate between the balls and the background. A different
color between the two is necessary to ensure proper image
handling.

Because of the close proximity of certain color schemes, as
well as the effect created by cast shadows, the segmentation
process is typically not perfect. Prior to the post-processing
step, for example, red and orange threshold values may overlap
slightly with each other. This results in artifacts that were not
intended to remain. The median filter is a great tool for wiping
any small spots of “noise”; however, this alone is likely not
enough. Given variable lighting conditions, certain edges may
be incorrectly identified as a target for thresholding, which
could result in artifacts too large to be eliminated by the
median filter. Luckily, these are often much smaller in area
than the actual size of a ball, allowing us to process our image
even further. By observation, we found this approach to be
extremely robust and repeatable.

Finally, our image is ready for data extraction. At this stage,
the only remaining task is to execute MATLAB’s regionprops()
from the Image Processing Toolbox. This function is powerful,
capable of returning various properties for each segment,
including centroid and rectangular size, among others. For our
purposes, we intend to retrieve the centroid to transmit to the
control loop, providing the robot with the coordinates of the
balls. Additionally, we can utilize the “BoundingBox” property
to label and tag each ball in the workspace.

L. Step 4: Object Localization

Fig. 16. Christopher Hunt’s work to determine offset due to perspective.

M. Step 5: Final Project Implementation

Our methodology for the final implementation was as fol-
lows:

1) Create and calibrate camera and robot instances.
2) Select sorting position for each color.
3) Enter control loop and scan for red, green, orange, and

yellow balls.

4) Send each snapshot to the image pipeline to return a
center coordinate and color label, when available.

5) If detected, begin control sequence to pick the ball up.
6) After placing, scan workspace again to ensure no

changes were made.
a) If so, break from current cycle and branch to Step

4 to update data.
7) Loop from Step 4.

These steps ensure a robust design that is capable of self
correcting should external changes to the workspace be made.
Also, given the low chance the gripper misses the ball, per-
formance is not affected as the arm will try again afterwards,
due to its dynamic data collection abilities. We opted for
cubic trajectory planning as it is less computationally intensive
relative to quintic trajectory planning. Further, we do not need
to control acceleration for this application, deeming quintic
trajectory planning unnecessary.

RESULTS

For a video outlining our project, please visit
https://youtu.be/-PMxzN77644.

Step 3: Object Detection and Classification (image processing
pipeline)

Fig. 17. A glimpse of the image pipeline on an empty checkerboard. The top
left, top right, and bottom figures show image acquisition, undistortion, and
checkerboard detection and masking, respectively.

Fig. 18. Process seen in Figure 17 but with an assortment of balls placed in the
workspace. Checkerboard points are still visible because of the implemented
property of the camera class that saves the checkerboard data points; so, the
camera is able to see the board despite the balls blocking the edges.

DISCUSSION

Derivation of position FK and IK:

The inverse kinematics were calculated as a closed-loop
geometric solution, providing a consistent runtime as opposed
to a numeric approximation with variable runtime, which was
deemed critical for our project’s efficiency.

https://youtu.be/-PMxzN77644


Fig. 19. Four separate segmentations for the red, green, orange, and yellow
balls using their respective thresholds determined using the MATLAB Image
Color Thresholder app. Small artifacts can be seen, however, may not be
totally visible due to image compression.

Fig. 20. Result of applying the median filter for the red, green, orange, and
yellow segmentation results. Some noise was removed but not enough for data
extraction. Some more processing is required.

Fig. 21. This image represents the OR operation of the resulting area analysis
from Figure 20 of the red, green, orange, and yellow balls. As illustrated, there
are absolutely zero artifacts and we are now able to solve for centers directly
using regionprops().

Fig. 22. Using the “BoundingBox” property of regionprops() in Figure 21,
it is possible to locate and tag the balls with their respective colors.

Derivation of velocity FK and IK:

The Jacobian was symbolically calculated and saved as
a .mat file to expedite runtime during class initialization,
ensuring a faster computation than re-deriving each time it
was needed.

Class architecture diagram:

The diagram illustrates the relationships between each class,
including their properties and methods.

Step 2: Extrinsic Calibration and Camera space to Task Space
Conversion

Issues with task space distortion were identified, but the
exact cause was not determined. The discrepancy, which
should align with the checkerboard’s straight lines, required
error correction, potentially due to forward kinematics or
motor precision issues.

Step 3: Object Detection and Classification (image processing
pipeline)

The results of the image pipeline can be visually inspected
in Figures 17-22. As previously mentioned, we opted to
operate within the HSV color space to effectively mitigate
lighting variations. Hue demonstrates greater resistance to
cast shadows compared to RGB values, thereby enhancing
segmentation reliability. Consequently, we used red, green,
orange, and yellow colored balls. Utilizing a black ball is not
possible due to the camera’s inability to distinguish it from
the checkerboard background.

In Figure 17, the raw image file, along with the undistorted
and masked versions, is depicted. With these preparations, we
can now reliably segment and apply filters. For instance, in
Figure 19, we segment the color red; however, there is some
bleed-through of pixels from the orange balls. To address this
issue, we apply a median filter and discard areas smaller than a
predetermined threshold, established through experimentation.
This process yields the clean image shown in Figure 21. If
desired, we could pursue further refinement. For example, the
segmentations in Figure 21 are not flawless; we could use
the MATLAB function imfill(), among other techniques, to
improve our results even more. Nonetheless, for our objectives,
the concluding data is good enough, as visualized in Figure
22.

In order to improve the robustness of our robot, we made
certain our image pipeline could handle exceptions and unex-
pected behaviors. One example of this is the ability to consider
more than one instance of any colored ball, as demonstrated in
Figure 22. Additionally, our robot is well equipped to be able
to handle dramatic changes in lighting, thanks to our post-
processing capabilities.

Step 5: Final Project Implementation

The final exposition of our working robot can be found
linked in the Results section. This video details the process
as outlined in the Methodology. To reiterate, our robot works
by polling in a control loop until a ball is detected, in which



a coordinate is returned (after the image pipeline). Then, the
arm begins its pick-and-place procedure to sort the balls in the
desired locations. We utilized cubic trajectory planning as it
is computationally less expensive than quintic, and we do not
need acceleration control for our purposes.

Our process involves scanning for balls both before and
after an action. What this means is our robot will check the
workspace for changes between picking up and placing a ball
in order to dynamically react to any updates. Implementing
our robot in this manner made it simple to qualify for the
extra credit, as all that was needed was a new color threshold
for segmentation, and our robot became capable of picking up
any object.
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CONCLUSION

In conclusion, this lab successfully culminated the com-
prehensive skill set developed by the team over the course
of preceding laboratories, culminating in the creation of a
sophisticated, fully automated sorting system. This system,
adept at identifying, locating, and sorting plastic balls by color,
serves as a testament to the effective application of theoretical
knowledge and practical skills in robotics and computer vision.

The introduction of camera setup and intrinsic calibration,
alongside the implementation of color identification tech-
niques, has not only enhanced our understanding of these
critical concepts but also demonstrated their practical utility
in real-world applications. By integrating these elements into
a cohesive system, the lab not only achieved its objectives
but also provided a solid foundation for future exploration
and innovation in the field of automated systems and robotics
manipulation.
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